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Abstract

Generative Al has been widely promoted as a means of providing individualized tutoring at scale, yet emerging research shows
persistent problems of both student engagement and learning, with some studies finding that heavy Al users post strong
homework scores even as their exam performance collapses. We argue that part of the explanation lies in what we call hollow
signals: Al can reproduce the forms of patience, fluency, warmth, and encouragement without the human investment that
ordinarily gives those signals meaning. Drawing on research in social cognition, epistemic vigilance, and costly signaling,
we suggest that learners readily perceive Al as socially responsive while failing to register genuine investment behind its
responses. This helps explain why students either disengage from Al tutors or accept their outputs without deep processing.
We close by arguing for a shift from Al-centered instruction toward construction, where learners generate, test, revise, and
share work whose signals cannot be hollow.
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1 think we’re at the cusp of using Al for probably the Henriksen, 2026a), and the words the technology industry
biggest positive transformation that education has ever has appropriated from education, among them agent, agency,
seen. And the way we’re going to do that is by giving and agentic (Mishra & Henriksen, 2026b). Those columns
every student on the planet an artificially intelligent addressed the language we use about Al. This column turns
but amazing personal tutor. ~ Sal Khan, 2023 to the language Al produces, and to a specific problem that

it creates. Al systems have learned to generate patience, flu-
ency, warmth, and encouragement in forms that look and
function like the human versions of those signals but that
carry none of the cost that makes them meaningful. We call
these hollow signals, arguing that they help explain a puzzle
running through the emerging research on Al tutoring: that
students often accept Al’s outputs readily and still fail to
learn from them. Understanding this also exposes the fallacy
behind ventures like Alpha Schools, a private school net-
work, that charges families up to $65,000 a year for a model
in which Al does all the teaching and the adults in the room
are explicitly told not to help students in any shape or form.

Language itself is not a neutral medium. Consider, for
instance, the word “fine.” If said warmly, the word offers
reassurance, however, if said in a clipped tone during an argu-

For a lot of students, it was a non-event. They just
didn’t use it much. ~ Sal Khan, 2026

Attention is the rarest and purest form of generosity. ~
Simone Weil, 1942/1976

Introduction: The Language Al Produces

For the past thirteen years, this column has examined
how emerging technologies reshape creativity, teaching,
and learning, with more recent focus turning to genera-
tive Al Our last two pieces attended to language itself, the
metaphors we reach for when we talk about Al (Mishra &
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Education runs on exactly this kind of situated meaning,
where the same behavior can communicate different things
depending on context. Praising a student for solving a simple
problem, for example, might signal low expectations because
the praise itself suggests surprise at the student’s compe-
tence; after a difficult problem, however, those same words
can signal recognition. Even disappointment after failure on
a hard task may be read as a kind of compliment, conveying
that the teacher expected more because the student was capa-
ble enough. Patience, encouragement, and fluency likewise
have no fixed meaning: they shift with their perceived ‘cost,’
the effort a student senses behind them, and the history of
the relationship in which they occur. Learners read these
cues constantly, usually without conscious effort.

Generative Al enters this medium of language with a new
capacity, of effortlessly producing confident, fluent language
that adapts to context and prior turns, continuously and with-
out fatigue. In education, this was quickly framed as a break-
through, especially considering Bloom’s (1984) finding that
one-on-one tutoring produced dramatic learning gains and the
possibility that GenAl might now provide individualized sup-
port at scale. Its apparent patience, fluency, availability, and
warmth also seemed to match qualities associated with effec-
tive tutoring, particularly by proponents of this new technology.

In 2023, Sal Khan told a TED audience that Al was at the
cusp of the biggest positive transformation education had ever
seen, aiming to give every student on the planet an artificially
intelligent personal tutor (Khan, 2023). Bill Gates suggested Al
tutors were like excellent high school teachers (Gates, 2023),
while Marc Andreessen (2023) predicted that every child would
have an Al tutor with infinite patience, compassion, knowledge,
and love. But three years and millions of users later, the tone
has shifted. Speaking recently about Khanmigo, the Al tutor
Khan Academy rolled out with great fanfare three years back,
Khan said the tool was, for many students, a non-event: they
simply did not use it much, and Khan Academy leadership were
not seeing a revolution in education. Evidence suggests that
this pattern holds across platforms, countries, and age groups.
The tools meant to fulfill Bloom’s promise have not done so,
and the qualities that made them seem promising—the seeming
patience, fluency, and warmth—may be partly the reason why.

What the Research Shows

Two kinds of failure are visible in the emerging evidence.
The first is a failure of engagement: students who have
access to Al tutors do not use them. The second is a failure
of epistemic quality: students who do use Al may freely
accept its outputs without processing them as learning. Both
failures are real, widespread, and more difficult to explain
than they first appear.
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The Engagement Failure

The most rigorous test of a flagship Al tutor bears this out.
Oreopoulos and Low (2026) ran a two-year cluster rand-
omized controlled trial across 18 Tennessee middle schools,
with 96% of students trying Khanmigo at least once. But the
median student messaged it on only a third of the days they
practiced, and in only 17% of sessions where they made a
mistake did they engage the tutor at all. When students did
message, they mostly sent bare answers or clicked on sug-
gested prompts. The tutor was one click away and students
ignored it, and there were no significant learning gains. A
Stanford randomized trial produced a similar result: students
averaged just two-to-five minutes of use per week, and add-
ing human tutors produced no measurable reading gains
(Robinson et al., 2026).

Holt (2024) names the broader pattern the “5% problem™:
only 5% of Khan Academy students hit the usage threshold
where gains appear on standardized tests. Worse, that 5%
skews toward higher-income, higher-performing students,
and away from students identified as at-risk, suggesting that
even if the aim of these programs is to reduce equity gaps,
they may ultimately be widening them.

There are studies with positive effects, however, which
are informative. Agarwal et al. (2025) ran a randomized con-
trolled trial in India across 83 government boarding schools
with 5,535 students using Khan Academy over 31 weeks.
In schools with dedicated supervision staff, students used
the platform 47 min per week and showed gains of 0.33
to 0.47 standard deviations, roughly two-to-three years of
typical learning progress. In schools without supervision,
using the identical platform, usage dropped to 7.2 min per
week, a 6.6-fold difference. The supervisors did not teach
the content, and the Al delivered the same math instruction
in both conditions.

The study design points toward human supervision as the
operative variable, suggesting what the supervisors added
was presence: their time, attention, and their expectation
that students would show up. This could be confounded with
related factors such as accountability structures or schedul-
ing norms, but the pattern is consistent: an identical Al tool
worked in one condition and did not in the other.

The Epistemic Failure

On the other side of the pattern, there is increasing evidence
of strong negative outcomes when students use GenAl freely.
Stromberg et al. (2026) tracked 26,811 Chinese students in
grades seven through twelve over 30 months, where about
80% adopted Al tools. Their homework scores rose 18%
and completion time dropped 30%, but monthly exam scores
fell 20% within six months, and high-stakes entrance exam
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scores fell 18 to 24% after two years. An 80% majority of
Al users showed outsourcing behavior, visible in brief com-
pletion times with strong homework grades and collapsing
exam results. Riley (20264, b) calls this the ‘50% problem’
where roughly half of students who adopt Al freely end up
outsourcing thinking to it at significant cost to learning.
When students do not use a tool, there is a failure of
engagement. When they accept its output without processing
it, the failure is epistemic. Interestingly, the students who use
the tools may be at greater risk than those who choose not to;
and neither pattern is what the tutoring research predicted.

Where the Usual Explanations Fall Short

The engagement failure has attracted several explanations.
Questions have been raised about Bloom’s (1984) two-sigma
finding itself, which relied on two PhD dissertations, neither
replicated. von Hippel (2024) notes that other meta-analyses
show effects diminishing substantially once methodological
quality is accounted for. Others point to architectural differ-
ences between older and newer tutoring systems. VanLehn’s
(2011) meta-analysis showed intelligent tutoring systems
approaching human tutor effectiveness, studying rule-based
systems tightly trained on specific content domains. LLM-
based tutors, in contrast, are stochastic, prone to hallucination,
and optimized for conversational fluency rather than pedagogi-
cal precision. It may be simplistic to assume that earlier find-
ings would transfer. Finally, as in any educational interven-
tion, contextual factors such as dosage, scheduling, technical
infrastructure, and teacher buy-in can have significant effects.

The epistemic failure has generated its own literature.
Cognitive offloading, or the tendency to stop performing
mental operations that a tool can perform (Risko & Gilbert,
2016), is the most cited mechanism, but the phenomenon
predates Al; students have always found shortcuts through
work they experience as compliance rather than inquiry.
What Al changes is the quality of the shortcut: a classmate’s
copied work looks copied, while work delegated to an LLM
looks original, fluent, and well-reasoned. The friction that
once made shortcuts visible, and therefore self-correcting,
has been removed, and that friction was central to how learn-
ing actually happens. Cognitive scientists have long argued
that effortful, deliberate processing produces more lasting
understanding than fluent reception (Kahneman, 2011). AI’s
fluent explanations can feel like understanding, but this is
produced by the tool’s smoothness, not by the student’s own
cognitive work. Yet none of these explanations can account
for the selectivity of the failure—students readily accept Al
output, often with satisfaction, and still fail to learn from
it. Acceptance without investment is the pattern we cannot
explain through the standard mechanisms.

A Psychological Technology

Every previous educational technology operated through
interfaces that were recognizably mechanical. A student
using a drill-and-practice program or an intelligent tutoring
system knew they were working with software, textbooks do
not perform patience, and video lectures do not adjust their
tone to match the learner’s mood. Even the most sophisti-
cated older rule-based tutoring systems responded within
visible constraints that reminded the user a program was
running. LLM-based tools are different in kind, responding
in the first person, adjusting register and tone, and display-
ing what looks like patience, concern, and attunement. For
the first time in the history of educational technology, the
interface operates in responsive, conversational language,
a medium that until recently belonged exclusively to other
minds. This alters more than any change in content delivery,
because conversational language activates cognitive systems
that no previous educational technology touched.

The threshold for this activation is remarkably low.
Heider and Simmel (1944) demonstrated decades ago that
people spontaneously attribute intentions, emotions, and
social roles to geometric shapes drifting across a screen,
so that triangles moving responsively become characters
with motives, and Reeves and Nass (1996) showed that the
same tendency extends to computers, where people apply
social rules to software and treat machines as polite team-
mates deserving of reciprocity. What triggers these attribu-
tions is contingent responsiveness, behavior that appears
to take account of what the viewer or user just did. Dennett
(1987) offered a useful way to think about this, distin-
guishing three cognitive stances we adopt toward entities
in the world: a physical stance that treats objects as gov-
erned by natural laws, a design stance that treats artifacts
as understood through their function, and an intentional
stance that treats an entity as having beliefs, desires, and
goals. Every previous educational technology sat in the
design stance, as textbooks, calculators, and rule-based
tutors were all clearly artifacts built for a purpose, but
GenAl is the first educational technology that routinely
triggers the intentional stance in users. We treat it as some-
thing that has knowledge, holds beliefs, and cares about
our progress, and the gap between the stance it triggers
and the stance it deserves is the source of many problems.

The activation runs deeper than social niceties, because
our systems for evaluating information evolved in a world
of other minds. When we read text written by a person,
we automatically construct a model of the author, their
knowledge, intent, and the common ground we assume we
share (Bender, 2025), and Al-generated text activates the
same machinery, leading us to infer a mind where none
exists. Knowing that a chatbot predicts tokens does not
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dispel the felt sense of being understood, any more than
knowing the Miiller-Lyer lines are equal stops them from
looking different. Acceptance is often the human default,
as we tend to believe first and doubt later since skepticism
requires additional cognitive effort (Gilbert, 1991).

Our cognitive mechanisms used to judge the reliabil-
ity of information and its source are known as ‘epistemic
vigilance’ (Sperber et al., 2010). These mechanisms are
calibrated by experience with other people, where fluency
can signal expertise, patience can signal care, and warmth
can signal investment, because each is ordinarily costly to
produce and sustain. Such heuristics worked well when
fluent, patient, and warm conversational behavior reli-
ably pointed to another mind, but AI maintains the cues
(language of patience or warmth) while breaking the cali-
bration underneath (investment of time or genuine care).
Understanding that break, and how it hollows out the sig-
nal, requires looking at how communicative signals work
in the first place.

Hollow Signals

The failure of Al tutoring, we argue, is ultimately a failure
of this kind of signal, one whose form has been preserved
while its substance has been hollowed out.

The Economy of Costly Signals

In evolutionary biology, a signal is a trait or behavior shaped
by selection for its communicative effect on a receiver, and
what separates a real signal from noise is cost (Maynard
Smith & Harper, 2003). For instance, a peacock’s tail signals
genetic fitness precisely because growing that plumage burns
scarce calories and dragging it around makes the bird slower
and more visible to predators, costs that a low-fitness bird
cannot afford to pay. This reliability, achieved through cost
(in this case the cost of maintaining a perfect plumage), is
the mechanism by which signaling systems evolve and hold
together over time.

Human educational signals work the same way. When
a teacher stays after class for the third explanation of the
same concept, they spend time on the student that they could
have spent doing anything else, and the student registers that
trade-off as investment made specifically in them. Showing
patience with ongoing confusion carries weight because sus-
taining it takes real effort (a cost); or for instance, fluency
about a difficult topic signals expertise because achieving it
took years of study; and warmth carries weight because its
presence tells the student that someone is choosing to spend
attentive energy. These correlations between signal and cost
are the reason such cues are informative at all.

@ Springer

Generative Al reproduces the shape of these signals, but
without the cost that would have made them meaningful.
Patience costs the system nothing, because fluency is what
the architecture is optimized to produce, and warmth, meas-
ured through user engagement ratings, is what reinforce-
ment learning from human feedback selects for. Thus, we
use the term ‘hollow signal’ to denote a signal that has been
hollowed out—it keeps the form of a communicative cue
while shedding the cost that made it meaningful. It looks like
patience, or fluency, or care. But because nothing was spent
to produce it, a student who invests real effort does not meet
anything real on the other side of the exchange. Importantly,
hollow signals may not just fail to do what human signals do.
Over time, they may erode our sensitivity to the real ones, so
that a teacher’s visible fatigue or frustration begins to read
as a failure of the tool rather than a sign of shared effort.

Two Gates, Not One

Recognizing the reality of hollow signals also forces us to
consider what happens in the receiver. Human social cogni-
tion distinguishes between two things that are easy to con-
flate. Mind-perception is the recognition that an entity has
mental states such as knowledge, beliefs, and goals. Per-
ceived investment is the recognition that a mind is spending
something on you, such as finite time, emotional energy,
social capital, the risk of disapproval. Social cognition is
triggered automatically by contingent, first-person, respon-
sive language, and is remarkably difficult to override, even
when we know better. Perceived investment, however, is
well-calibrated to detect actual cost, and hard to counterfeit.

No previous educational technology had ever consistently
or powerfully triggered these gates. GenAl does trigger the
first quite consistently, but it fails the second. That is the
asymmetry at the heart of the pattern, where students rec-
ognize a mind, or something that reads as one, without any
accompanying evidence that this mind is investing anything
in them.

The Evidence for the Two-Gate Distinction

There is empirical support for treating these as separable
systems. Meyer et al. (1986) had participants complete tasks
designed to feel either easy or genuinely difficult, and human
evaluators then praised them for success on the easy tasks
and blamed them for failure on the hard ones. The pattern
that emerged was counterintuitive but interpretable. Blame
for the difficult failure led participants to raise their self-
evaluation of ability, on the reasoning that the evaluator
would not have bothered blaming them unless he thought
they could have done better. Praise for the easy success,
meanwhile, was discounted or read as a mild insult, since
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praise implies surprise and surprise implies low expecta-
tions. What participants were doing, in other words, was
reading past the feedback itself to the underlying question
of what the evaluator seemed to think of them, and adjusting
their own self-assessment accordingly.

Mishra (2006) replicated this paradigm but replaced the
human evaluator with a computer. None of the deeper pro-
cessing survived the switch. Praise from the computer pro-
duced positive affect and blame produced negative affect,
but participants no longer engaged in the counterintuitive
reasoning that had made the human evaluations informative.
They did not upgrade their self-evaluation on receiving com-
puter blame, and they did not discount computer praise. The
feedback was taken at face value. Whatever inference chain
participants had followed with a human evaluator, they did
not follow it with a machine, even when the content of the
feedback was identical.

This is one study, offered here as a suggestive finding
rather than a definitive proof, and worth extending. But the
pattern it identifies, affect at the surface without the deeper
processing that turns affect into recalibration, matches what
the two-gate account predicts. Participants registered the
valence of the feedback (that first gate stayed open), but they
did not read the machine as a mind with something invested
in them (that second gate never opened). Educational feed-
back that actually motivates learners appears to require both.

Negative Signals

The concept of hollow signals extends past patience and
warmth to criticism and correction. Evaluative feedback
is among the most powerful tools a teacher has, precisely
because delivering it costs something. When a teacher tells
a student this is not good enough, they are spending social
capital, taking on the risk that the student will resent them,
and implicitly saying I believe you are capable of more, or
I would not have bothered pushing back. The student who
feels stung by that criticism is at the same time being told
something important about how the teacher sees them. When
the same words come from a system that has no relationship
at risk, no social capital to spend, and no view of the student
to reveal, the criticism becomes a hollow signal of a different
kind—carrying the form of evaluative feedback without the
weight that makes such feedback believable.

The Mishra (2006) finding provides one empirical sig-
nature of this pattern, in that computer-delivered blame
produced the negative affect but none of the motivating
recalibration that human blame produced. The Agarwal et al.
(2025) results point in the same direction. The supervisors
in the successful condition added no instructional content,
only the presence of another person spending time, atten-
tion, and expectation on whether the student showed up and
engaged. Those are costly signals, and students appear to

have registered them. Without the supervisors, the Al tool’s
patience and fluency carried no equivalent weight, and usage
collapsed.

The Two Failures

The dual-process framing developed in cognitive science
(Kahneman, 2011) helps connect this back to the research
pattern. Surface cues like fluency, warmth, and patience are
processed fast and automatically at the level of mind-per-
ception, and Al passes through that gate without difficulty.
Evaluative processing, the kind that turns feedback into
learning, is slower and more effortful, requiring the learner
to construct a model of the source’s intentions, to weigh the
cost to the person delivering feedback, and decide whether
the interaction warrants investment in return. When the
source has no investment to reciprocate, this deeper process-
ing finds no footing, and the result is neither active rejection
nor engagement but something more like passing through.

On one side, hollow signals suppress doubt, as the
Stromberg (2026) study illustrates most clearly. Most stu-
dents using Al produced fluent homework that looked like
understanding to their teachers and, presumably, to them-
selves, and while homework scores rose, exam scores col-
lapsed. The screening system stayed quiet because nothing in
the interaction triggered a reason to question it, and fluency
looked like competence until the real exams arrived.

On the other side, hollow signals fail to create engage-
ment. Patience without investment is flat, since it does not
vary with effort, remember yesterday’s struggle, or register
today’s improvement. A human tutor’s patience accumulates
a history. When a teacher explains an idea for the third time,
reaching for new analogies each round, that third explana-
tion signals cost/investment, since the student can see that
the teacher has chosen to keep trying, and the choice itself
signals that the teacher believes the student is worth continu-
ing to try with. AI’s patience carries no such history. It is
identical on the first encounter and the thousandth, and con-
tinues endlessly and effortlessly processing, for this student
and for every other. Over time, the emptiness registers as an
absence of anything at stake, and students may not be able
to articulate why they stopped using Khanmigo, but they
stopped. As Oreopoulos and Low (2026) show, the fact that
the tutor was one click away did not matter, and students
engaged it in just 17% of sessions where they made a mis-
take. Holt’s 5% problem and Riley’s 50% problem name the
same phenomenon from opposite ends. Between them sits
a large population of students who neither engage deeply
nor benefit, either walking away or accepting the output as
understanding.

Maynard (2026) identifies five conditions that lead peo-
ple to question Al output: prior skepticism, high stakes, a
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history of catching errors, domain expertise, and access to
competing sources. A typical student working alone with
an Al tutor lacks all five. They open the tool because they
need what it offers, bringing trust rather than skepticism,
and the stakes feel low since homework will be, submitted,
graded, and returned. Fluency makes the tool’s errors hard
to spot, so a history of catching them never accumulates, and
students often lack the domain expertise that would flag sub-
tle problems. The one-on-one tutor model, often described
as the gold standard, further eliminates the multiplicity of
sources (teacher, textbook, classmate, prior work) that would
let them triangulate. The people most exposed to hollow
signals are the ones least equipped to detect them.

Nor is there an easy perceptual fix, since knowing
something is an illusion does not dispel its illusory power.
Students can be told that AI fluency does not indicate
understanding, but they will still instinctively feel that it
does—knowing something and feeling it are different, and
feeling governs how they engage. What the research shows,
then, are the two visible faces of the hollow signals problem:
students either walk away from a source that gives them
nothing to reciprocate or accept its outputs so readily that no
learning happens. This vulnerability is sharpest in education,
precisely because education is built for learners to acquire
knowledge that they do not have.

From Instruction to Construction

In Austin, Texas, a private school network called Alpha charges
families up to $65,000 a year for a model built on the very
assumptions that we have argued against. Students spend two
hours each morning on Al-powered adaptive software, and the
adults in the room (called guides, not teachers) are explicitly
prohibited from helping students with academic content dur-
ing those two hours. One source described the school’s goal as
testing its platform “free of the confounding variable of human
intervention” (Riley, 2026b), and a former employee described
students as “being treated like guinea pigs” (Maiberg, 2026).
Observers report kindergartners putting their heads down and
falling asleep and older students crying in frustration while
guides stand nearby and do not step in (Riley, 2026b). Interest-
ingly, what Alpha considers a confounding variable is maybe
the most critical component. Alpha is the Al tutor thesis taken
to its logical endpoint, assuming that Al patience is equiva-
lent to human patience, that Al fluency signals understand-
ing, and that availability at scale substitutes for presence that
costs something. The network plans to expand to fifty cam-
puses, with a stated ambition of reaching a billion students
within twenty years (Obernauer, 2026). We cannot yet evalu-
ate Alpha’s outcomes, but we can evaluate its assumptions,
and the evidence marshaled here suggests those assumptions
are unlikely to hold.
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The students who walked away from AI tutors in the
studies reviewed here may not represent a failure to be
fixed. They may have been answering a different ques-
tion, not how do I get a better explanation? But what am
I doing here? That deeper question predates the current
moment by more than a century. Dewey (1900) identi-
fied four impulses that drive learning: inquiry, expres-
sion, construction, and communication. None describes a
learner receiving a well-delivered explanation. All describe
a learner producing, testing, building, or sharing. Papert
(1980) extended the insight to computing, arguing that the
computer is not a teacher but a material from which learners
build things they could not build before. In the construc-
tionist tradition that followed (Ackermann, 2001), learning
happens through the making of external, shareable artifacts,
and the computer (now the Al), becomes a medium for con-
struction rather than a source of transmission.

A student who builds a simulation to test a hypothe-
sis encounters resistance when the simulation fails to behave
as expected. That resistance is genuine, not manufactured
by a tutor or bypassed by fluency, and it dissolves the epis-
temic problem, because the failure is visible in the output
rather than hidden behind a fluent explanation that may
or may not correspond to anything (Mishra et al., 2025).
In this frame, the student generates the signals that mat-
ter, including the hypothesis, the design, the failed proto-
type, and the revision. Those signals are costly by nature, so
they cannot be hollow.

This column is the third in a series on language and Al
The earlier piece on Al metaphors examined the language
we use about Al (Mishra & Henriksen, 2026a), the agentic
Al piece examined the words the technology industry has
taken from education (Mishra & Henriksen, 2026b), and
this column examines what happens when the language Al
produces mimics the form of human signals while shedding
their cost. If there is one takeaway that all three point to, it is
that the vocabulary and infrastructure through which human
agency in learning is recognized and cultivated has been
steadily eroded. The corrective in each case is the same,
which is to put the costly work back in the hands of the
learner, where the signals cannot be hollow.

We began with an epigraph from Simone Weil, that atten-
tion is the rarest and purest form of generosity. Attention is
costly and generosity is investment, and what a teacher gives
a student during important moments is a form of costly atten-
tion, an act of noticing that says “you are worth this.” Con-
struction is the pedagogy that lets students both give that
attention and receive it. When learners build, revise, and
share, they generate signals that are inherently costly,
and they invite from teachers, peers, and even Al systems
responses that can be met as genuine exchange rather than
as noise. This is a return to something Dewey and Papert
already saw, and that generations of thoughtful educators
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have kept alive. If the hollow signal problem shows us any-
thing, it is that infinite patience is indistinguishable from
infinite indifference, and the alternative is not more sophis-
ticated Al but a more thoughtful account of what a learner
is and what learning is for.
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