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Abstract
This article examines a linguistic shift with significant stakes for education. As the technology industry markets increas-
ingly autonomous software as "agentic AI," it draws on a vocabulary (agent, agency, agentic) that has done centuries of work 
in moral and educational thought. We argue that agent and agency are different kinds of words. Agent is a role-word that 
extends easily to software, while agency is a rights-word whose moral weight was won through centuries of struggle to widen 
the circle of who counts as a person whose voice matters. When vendors sell "agentic AI" to schools, they borrow the moral 
weight of the second word to legitimize the extension of the first. Tracing this distinction through the history of agency as a 
hard-won right and through educational traditions that center learner and teacher voice, we show that so-called agentic learn-
ing platforms are structurally double agents, serving institutional principals under the vocabulary of serving the learner. The 
result is a slow erosion of the vocabulary educators need to defend student and teacher self-determination against the very 
systems now marketed under its name.
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Words strain,

Crack and sometimes break, under the burden,

Under the tension, slip, slide, perish,

Decay with imprecision, will not stay in place,

Will not stay still.

 ~ Thomas Stearns Eliot

The difference between the almost right word and the 
right word is really a large matter—’tis the difference 
between the lightning-bug and the lightning.

 ~ Mark Twain

Introduction

For over thirteen years, this column has explored how 
emerging technologies reshape what we do in education and 
how we think about it (Mishra et al., 2023). We have looked 
at teacher knowledge in the age of generative AI (Mishra 
et al., 2024), at curiosity and sycophancy (Mishra & Hen-
riksen, 2025), at the parallel histories of human and machine 
learning (Mishra et al., 2025a, 2025b) and most recently 
at the metaphors we use for AI and what those metaphors 
mean for learning (Mishra & Henriksen, 2026). That last 
essay closed with an observation we want to extend here, 
that the most consequential metaphors may not be those we 
choose for AI but those we already hold for learning. In this 
piece we turn from metaphors to something narrower yet 
still urgent—the specific words the technology industry is 
quietly appropriating from education, and what educators 
stand to lose when those words change hands. Specifically, 
we take up agent, agency, and agentic, as three related words 
undergoing a quiet but meaningful linguistic slide.

Dictionary.com short-listed agentic as one of its words 
of the year for 2025, noting that the term has migrated from 
describing human agency, “the capacity to act independently, 
make choices, and shape one’s environment,” to describ-
ing “technologies that can perform tasks autonomously and 
make independent decisions" (Dictionary.com, 2025). The 
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shift pulls two older words along with it: agent and agency. 
Both are now routinely applied to software, and both are 
central to how educators have understood learners, teach-
ers, and the purposes of schooling. But these two words, 
though etymologically twinned, do different kinds of work. 
One extends to software easily; the other carries centuries 
of moral weight that does not transfer on the same terms.

Agent is a role-word. It names a function (acting on behalf 
of someone) and across five centuries of English usage it has 
attached to a remarkable range of things, from nerve agents 
to real estate agents to secret agents. Extending it to software 
is unremarkable. When Salesforce or Microsoft calls a piece 
of software an agent, they are using the word roughly as it 
has always been used: to name something that acts on behalf 
of a principal.

Agency, by contrast, is not a role-word but a rights-word. 
It names a standing that was fought for, argued into existence 
over centuries by women, disabled people, and others who 
had been denied it. Its moral weight was not conferred by 
usage but won through struggle, and that weight does not (or 
should not) transfer to software the way the word agent does. 
A machine can be an agent, but it cannot have agency in the 
sense educators mean when they invoke the word.

Whether or not anyone intended it, the effect is the same: 
marketing software as "agentic" appropriates the moral 
weight of agency to legitimize the extension of agent. When 
vendors sell “agentic AI” to schools or other education 
institutions, they are not simply extending agent to describe 
software that chains actions toward a goal. They are trading 
on agency’s connotations of self-authorship, autonomy, and 
learned or earned voice, and attaching those connotations 
to systems that structurally cannot possess them. The result 
is not a semantic whim, but a slow erosion of the vocabu-
lary that educators need to defend student and teacher self-
determination against the very systems now being marketed 
under that vocabulary’s name. If “agentic learning” comes to 
mean “an algorithm sets the goals and adapts the path,” the 
political question educators have been asking for a century, 
of “whose purposes count?” dissolves before it can be posed.

Two questions frame what follows. Whom is an educa-
tional software agent working for? And whose agency is at 
stake in the answer?

The Rise of Agentic AI

Befo re  we  can  t r ace  wha t  i s   be ing  l o s t 
as agent  and agency migrate into software, we need to 
see what the migration actually looks like on the ground. 
Agentic AI is a real technical development, and the indus-
try that produces it has been remarkably explicit about the 
vocabulary it wants us to use. Agentic AI systems, the ones 
receiving so much attention, are pieces of software built on 
top of large language models (LLMs). Where a standalone 

LLM waits for a prompt and produces a response, an agentic 
architecture works toward goals—breaking a goal into sub-
tasks, maintaining memory across steps, using external tools 
(a browser, a code interpreter, a database), checking outputs 
and looping back when something fails. Whereas a plain 
chatbot answers a question, an agentic system can be told 
to “book the cheapest flight to Denver next Tuesday” and, if 
granted permissions, it can search airlines, compare prices, 
fill out forms and sometimes complete the purchase with-
out human prompting at each step. That capacity to chain 
actions toward a goal, adjusting along the way, earns it the 
word agent in the engineering sense, as the software acts on 
a person’s behalf, the way a travel agent would.

This linguistic migration is already underway. Sales-
force CEO Marc Benioff describes Agentforce as a "digital 
labor platform" through which companies can hire AI agents 
the way they hire employees (Salesforce, 2024). Microsoft's 
Satya Nadella envisions organizations that are "human-led 
and agent-operated" (Microsoft, 2025). Sam Altman pre-
dicted in early 2025 that AI agents would "join the work-
force" that year (Altman, 2025). Gartner projects that 40 per-
cent of enterprise applications will embed task-specific AI 
agents by the end of 2026, up from under five percent in 
2025 (Gartner, 2025). The language in the pitch decks is tell-
ing, seen in words like hire, workforce, digital colleagues, 
digital labor. These are not neutral terms, but words drawn 
from human employment, and each of them carries assump-
tions about standing, judgment, and responsibility that soft-
ware cannot take on. The industry borrows the vocabulary 
of human working life, applies it to systems that chain API 
calls, and lets the connotations do the rest of the work.

In education, the same vocabulary has taken hold, and a 
growing body of scholarship identifies agentic AI as a “qual-
itative leap” in educational technology (Acharya et al., 2025, 
p. 18912). It has taken the form of tutoring systems that 
monitor student progress across entire courses or that can 
identify misconceptions and adapt the pacing and feedback 
without a human prompt at each step (Gao, 2025; Raidas & 
Bhandari, 2025). Khan Academy reported two million users 
of Khanmigo during the 2024–2025 school year, including 
teachers in more than 70 countries (Khan Academy, 2025). 
Carnegie Learning’s MATHia serves more than 600,000 stu-
dents in over 3,000 U.S. schools (Wei et al., 2024). These 
numbers do not answer the question: On whose behalf are 
these agents acting? They plan, decide, adapt, and coordi-
nate, while the humans, we are often told by the AI industry, 
should “remain in the loop.” But "in the loop" is a revealing 
phrase, locating the human somewhere along a circuit the 
system is running, checking outputs and catching errors, not 
setting purposes.

Despite the sophistication of these systems’ engineering, 
two things remain true. The agentic system, whatever it is 
called, stays embedded in human purposes and institutions. 
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And by virtue of being software, it cannot be held account-
able. It has no legally recognized interests and bears no con-
sequences when its actions go wrong. It does not actually 
care whether the student learns, in the same way that a cal-
culator does not care whether the answer is right. That still 
falls on educators and learners, who increasingly work inside 
environments designed by someone else’s agent.

A recent Air Canada chatbot news story makes these 
somewhat abstract ideas visible. The chatbot, while engag-
ing with a customer, invented a bereavement-fare policy and 
sold what it claimed was a refundable ticket. When the cus-
tomer demanded his refund, the airline denied responsibility 
for the misinformation (Moffatt v. Air Canada, 2024). The 
tribunal rejected a position it characterized as treating the 
chatbot like “a separate legal entity that is responsible for its 
own actions” and held the airline responsible for informa-
tion on its website. This is a clear instance of what happens 
when the vocabulary gets ahead of the reality. If a chatbot is 
described as an agent, with all the connotations of independ-
ent action that word carries in human contexts, the institu-
tion behind it can disclaim what its own tool has done.

The Air Canada case shows what is at stake when we let 
the vocabulary get ahead of the reality. But to understand 
why the vocabulary is so easy to let slip in the first place, 
we need to look at what the words agent and agency have 
actually been doing across their long histories. Though ety-
mologically and phonetically bound, they have very different 
meanings and implications for use.

Family Resemblances

The earliest recorded use of agent in English appears in a 
1471 treatise on alchemy by George Ripley, where it means, 
according to the Oxford English Dictionary, “a force capa-
ble of acting on matter,” something that acts, but does not 
decide. A chemist drops a reagent into a beaker and watches 
it act. Sarin is a nerve agent. The dioxin defoliant sprayed 
across South Vietnam was Agent Orange. None of these 
things decide anything; they act on matter, blindly. Not all 
agents are this passive. The broker who sells your house 
is a real estate agent, bound by law to act in your interest 
[Restatement (Third) of Agency, 2006]. A literary agent rep-
resents an author’s interests to the publishing world. James 
Bond is a secret agent. Aldrich Ames was a double agent 
who worked, at least partly, for the Central Intelligence 
Agency. An NBA star at the end of his contract becomes a 
free agent. The meanings range from things that act blindly, 
with no agency at all (chemical agent), to someone who 
can choose what to do with their career (free agent), and 
in between are shades where action happens on behalf of 
someone else (real estate agent, literary agent, etc.).

This is akin to Wittgenstein’s (1953) argument that even a 
simple word like “game” has no single essence that is com-
mon to every use. In fact, they are held together by what he 
called family resemblances, overlapping similarities with no 
one thread running the whole length of the rope. Agent is a 
word like game. It stretches easily across contexts (spy, sol-
vent, point guard, software) because it names a role rather 
than a specific kind of thing, and roles can be filled by many 
kinds of things. Most of the time the multiplicity is harmless, 
yet it is also the reason extending agent to software feels 
unremarkable, because software can fill a role, and work 
towards a goal assigned to it.

None of these agents have agency. The nerve agent does 
not decide to poison you. And even the most complex uses 
act on behalf of somebody. The secret agent follows orders. 
The real estate agent acts within your authority, on your 
behalf, constrained by your instructions. Even the double 
agent, the most autonomous sounding of the bunch, is still 
defined by serving two masters rather than none. Across 
centuries of usage, the word agent has consistently named 
something that acts for another. What it has not named, in 
any of these uses, is a thing that acts for itself.

Stanley Milgram made the point starkly. Trying to explain 
why ordinary people would administer what they believed to 
be dangerous electric shocks in his Yale laboratory, he used 
the term agentic state for a condition in which a person sur-
renders judgment and becomes an instrument of another’s 
authority (Milgram, 1974). To be in an agentic state, in Mil-
gram’s coinage, was to give up agency, and the word entered 
psychology as a description of compliance, not autonomy.

Agency, on the other hand, is better understood not as a 
role but rather a right: the right to act for yourself, to have 
your choices matter, to be recognized as someone whose 
voice must be answered. And that meaning, and who it 
applies to, has evolved and had to be fought for.

How the Word Became a Right

Agent gathered its meanings casually, through usage; agency 
gathered its moral weight through centuries of struggle. It 
did not simply drift into its current meaning. It was pushed 
there, one hard-won recognition at a time. The philosophical 
groundwork came from Kant, who in the Groundwork of the 
Metaphysics of Morals (1785/1997) argued that a rational 
being exists as an end in itself, never merely as a means. It 
is that tradition that gave us the idea of moral agency, a term 
we still invoke when we say a student or a medical patient 
has the right to decide. But Kant also treated agency as a 
capacity to be demonstrated, and that meant that the agency 
could be denied to anyone whose rationality could be ques-
tioned. And for centuries it was.

The battles that followed were waged over who had 
agency, and usually they were led by individuals and groups 
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who had been denied it: women, minorities and those with 
disabilities. Mary Wollstonecraft fought over the word 
directly. In A Vindication of the Rights of Woman (Woll-
stonecraft, 1792), she wrote: “We shall not, as at present, 
doubt whether she is a moral agent, or the link which unites 
man with brutes.” She insisted that women belong on the 
agent side of that divide, as doers, not things being done 
to. Battles over dignity and human rights often invoke this 
very idea, whether it is Sojourner Truth exposing how race 
and gender governed who could be recognized as a choosing 
subject, or Eva Kittay, two centuries later, refusing to accept 
that her daughter Sesha, born with profound cognitive dis-
abilities, fell outside the circle of moral standing (Kittay, 
2005). Each time, the meaning of the word agency expanded, 
but not without a battle.

This battle for individual agency is still ongoing. As 
recently as 2013, Jenny Hatch, a woman with Down syn-
drome, had been placed under temporary guardianship. She 
wanted to live with friends, work in the thrift shop she loved 
and make her own decisions. Judge David Pugh limited the 
guardianship and placed decision-making support with peo-
ple Hatch had chosen. The court’s language was explicit, as 
it recognized Hatch’s “agency, right to self-determination, 
and right to make her own choices about what happens to 
her in her life” (Jenny Hatch Justice Project, 2013). Nothing 
about her cognitive abilities changed. What changed was the 
structure of support and recognition around her.

In disability education, Michael Wehmeyer (1992) placed 
“causal agency” at the center of self-determination, not the 
ability to do everything independently but the standing to 
have one’s choices and preferences matter. Agency, in this 
view, is ecological, wherein it depends on the structures and 
relationships around a person, and it can be enlarged or con-
stricted by changing those structures. The curb cut is a case 
in point. In the  1970 s, disability activists in Berkeley took 
sledgehammers to sidewalks that wheelchair users could 
not cross. Nothing about the person changed. The concrete 
changed, and with it the range of purposes someone could 
pursue on their own terms. And often the accommodations 
fought for by disabled people ended up benefiting every-
one—the ramps now serve parents with strollers, travelers 
with luggage, anyone whose movement the old design had 
quietly constrained.

What all these fights share is a single insight, which 
is that agency is not a thing a person possesses but a stand-
ing that others recognize. It exists in the space between what 
a person wants and what the surrounding structures allow. 
Which means agency can be enlarged by supports and con-
stricted by their absence. It means that any tool or institution 
that reshapes those surrounding structures is doing some-
thing to agency, whether it acknowledges the fact or not.

This is the history the words agent and agency carry, of 
centuries of struggle to widen the circle of who counts as 

a person whose voice matters. It is precisely this vocabu-
lary (agent, agency, empowerment, autonomy) that the 
technology industry now appropriates for its own purposes. 
This kind of appropriation has happened before. Com-
puter and calculator were job titles held mostly by women 
who performed the calculations that mapped the stars and 
launched the early space program (Shetterly, 2016). When 
the machines took over the work, they took over the words, 
and the people those words had named required a modifier 
or disappeared from the story altogether—the six women 
who programmed ENIAC were written out entirely as pro-
gramming gained prestige and men moved in (Light, 1999).

It is yet another form of linguistic appropriation when 
Salesforce says companies may hire AI agents, as if employ-
ment was only about getting tasks done, and not about the 
human being who shows up to do them. When a CEO of an 
ed-tech company claims that their system adapts, decides, 
learns, and knows what you need, it invites us to credit the 
system with judgment, with a perspective worth trusting. 
Whether this succeeds depends less on the software than 
on us. As Wittgenstein observed, meaning comes from use 
within a community, not from unilateral declaration by who-
ever has the marketing budget. The question is which com-
munity’s use will prevail.

Agent and Agency in the Classroom

In education, the word agency carries a particular weight 
because educators have been building on it for a century, not 
always using the word itself, but insisting on the idea behind 
it: that learners and teachers must have a say in the purposes 
of their own work. Dewey (1938) argued that education must 
connect with the child's own initiative, or it becomes mere 
pressure from without. Freire (1970) insisted that students 
help form the purposes of their learning, because educa-
tion that deposits knowledge into passive receivers produces 
passive citizens. Greene (1995) named imagination as the 
capacity to look at things as if they could be otherwise. For 
half a century, this vocabulary has been a primary resource 
for educators to push against scripted curricula, teacher-
proofed instruction and high-stakes standardization (Apple, 
1986; Au, 2011), and we have traced this contest between 
agency and control through the history of AI in education 
elsewhere (Mishra et al., 2025a).

The educational tradition also understood the ecological 
quality of agency, acknowledging that agency is not a pos-
session sealed inside a single person. A teacher may have 
deep expertise yet lack the authority or the time to exercise 
judgment. A student may have clear preferences yet lack 
a setting in which those preferences change what happens 
next. Agency depends on relationships, resources, time and 
the institutions that frame them (Emirbayer & Mische, 1998; 
Priestley et al., 2015). It lives in the space between what a 
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person wants and what a situation allows, which is also why 
scaffolding of the right kind can expand it. A student with 
dyslexia using AI-enabled speech-to-text may express an 
idea that transcription had obstructed. A multilingual student 
using translation may enter a conversation from which lan-
guage had excluded her. The question is never whether tools 
shape agency, but which tools, on whose terms, in whose 
service.

Consider a 14-year-old with a learning disability at their 
IEP meeting. The vocabulary behind that table, autonomy, 
the capacity to act as the causal agent of one’s own life 
(Shogren et al., 2015; Wehmeyer, 1992), descends from the 
same struggles that produced Jenny Hatch’s victory in that 
Virginia courtroom. The meeting exists so that this student’s 
voice can be heard, their goals negotiated with them rather 
than for them. If an agentic learning platform lets an algo-
rithm select the tasks, then reports their self-determination 
as a score, the platform hollows out the right to agency that 
it took fifty years to win.

Technology can also reorganize the environment so qui-
etly that human purposes become harder to pursue. The ven-
dors of AI-in-education products have taken on the vocab-
ulary of agency wholesale, and the products they sell are 
reshaping the very ecology that allows for agency. Agentic 
learning platforms marketed to districts promise that the 
system will adapt to the student, give them control over their 
pacing and treat them as the author of their own education. 
Dashboards convert proxies such as engagement, ownership, 
persistence and completion into numbers that can stand in 
for agency.

The distinction, in the end, is simple: A system supports 
agency when it helps people articulate, revise and pursue 
purposes they recognize as their own. It substitutes for 
agency when it silently supplies those purposes and offers 
choice only among a limited and controlled set of routes 
already defined by others.

The Double Agent

An agent always serves a principal. Agentic AI systems in 
education are sold on this framing of offering a pedagogical 
agent that assists the student, adapts to them, and acts on 
their behalf. But every such system was designed, purchased, 
configured, and deployed by adults working inside institu-
tions with their own goals. Districts specify what counts 
as progress. Curriculum vendors decide what content the 
system draws on. Assessment companies define what mas-
tery looks like. Platform businesses need engagement num-
bers that justify the next contract. The learner may be the 
interface’s addressee, but the learner is rarely the individual 
whose purposes the system was built to advance. The peda-
gogical agent, in other words, is not a single agent at all, but 
a double agent, serving one constituency (the learner) in 

name and another in practice (districts, curriculum design-
ers, ed-tech companies).

What does it mean, concretely, that these systems serve 
institutional principals? It means they are optimized for 
what institutions can measure and what vendors can sell: 
completion rates, time-on-task, standards coverage, mastery 
against pre-defined objectives, engagement scores. Each of 
these proxies was chosen by someone other than the learner, 
and each stands in for "learning" without ever asking the 
learner what she is trying to learn or why. When a dash-
board reports a student’s self-determination as a number, 
the metric was defined upstream. When an adaptive plat-
form selects the next task, the space of possible next tasks 
was defined upstream. Personalization, in this arrangement, 
means adjusting the route to a destination that the learner 
had no say in.

There is already some evidence that students notice this 
dynamic. Khan Academy’s own study found that fewer than 
five percent of students used the platform as recommended 
(Holt, 2024). A few years after Khanmigo’s introduction, the 
founder himself called it "a non-event" for most students 
(Barnum, 2026). One reading of these numbers is that the 
platform was under-marketed or badly rolled out. Another, 
more consistent with the argument we have been making, is 
that students can tell the difference between a tool that serves 
their purposes and one that serves someone else’s, and they 
demonstrate it by withdrawing their attention. It suggests 
that students can tell that the software is not their agent, but 
an agent for someone outside the classroom, who decided 
what their learning should look like.

This is what makes the double-agent problem structural 
rather than incidental. Vendors are not lying, per se, when 
they describe their systems as agents that serve the learner; 
they are using the word agent accurately, in its ordinary role-
word sense. At the same time, they are also trading on agen-
cy’s moral weight to make the system sound like something 
it is not. The vocabulary of self-authorship gets applied to 
systems whose authorship lies elsewhere. The vocabulary 
of voice gets applied to systems optimized only for the met-
rics they were designed to maximize. And the vocabulary 
of self-determination gets applied to platforms that deter-
mine the ends before the student arrives. Milgram’s agentic 
state, described earlier, named a condition in which a person 
surrenders judgment to an authority and stops noticing the 
surrender. A system that appears warmer than any teacher, 
more patient than any tutor, and never judges or disagrees 
is structured to produce exactly that surrender of judgment 
(Mishra & Henriksen, 2025).

We began with two words that look like they belong 
together but pull in opposite directions: agent  names a 
role, agency names a right—the second being the standing 
to act for yourself, to have your purposes count, to be rec-
ognized as someone whose voice must be answered. The 
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double-agent frame sharpens what is at stake when the 
vocabulary of the second word is applied to software built 
to serve the first. The key questions to ask of any AI agent 
are who it is working for, and whose agency is at stake. 
When the learner’s purposes, the institution’s priorities, 
and the vendor’s incentives diverge, which purposes is the 
system built to advance? If we cannot answer the question, 
or if those the system supposedly supports cannot contest 
the answer, then the right that took centuries to build may 
disappear—not because a machine stole it, but because insti-
tutions stopped noticing whose purposes count.

George Orwell warned that “if thought corrupts language, 
language can also corrupt thought,” and that “this invasion 
of one's mind by ready-made phrases…can only be pre-
vented if one is constantly on guard against them.” Agen-
tic AI is exactly such a phrase. The task for educators is to 
stay on guard. To catch the vocabulary that is smuggling in 
promises it cannot make good on, to name whose purposes 
it serves, and to hold the line on distinctions a century of 
educational thought has fought to draw.
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